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Abstract

This paper studies the dissemination of frontier knowledge through higher education. Using
natural language processing on 1.7 million university course syllabi and 20 million academic
articles, we construct frontier knowledge proximity, a measure of how closely a syllabus is con-
nected to recent research in its field. We document three facts. First, courses differ in frontier
knowledge proximity, even within field, course level, and year. Second, instructors shape course
content: proximity rises when instructors change and is higher for research-active instructors,
especially when their research matches the course topic. Third, access is unequal: advantaged
and faculty-intensive schools offer more frontier-oriented courses.
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1 Introduction

Creating and disseminating frontier knowledge is essential for innovation and economic growth.
Frontier knowledge is a central input into the production of new ideas (Jones, 2009; Moser and
Voena, 2012; Williams, 2013; Iaria et al., 2018), and access to it has been linked to human capital ac-
cumulation, skill formation, and long-run prosperity (Goldin and Katz, 2010; Acemoglu and Autor,
2011; Deming and Noray, 2020; Kalyani et al., 2021). Universities occupy a unique position in this
process: they both produce new knowledge through research and train the students who will use,
extend, and commercialize it (Valero and Van Reenen, 2019; Akcigit et al., 2025). Understanding
how frontier research reaches students inside the classroom is therefore a central question in the
economics of education, science, and innovation—yet one where empirical evidence is limited.

This lack of evidence is largely a data problem. Administrative records tell us where students
enroll and which degrees they complete, but not what is taught inside individual courses. Course
content—the specific concepts, methods, evidence, and applications that students encounter in the
classroom—is largely unobservable in standard datasets.

We overcome this challenge by combining two sources of textual information. The first is 1.7
million syllabi from U.S. colleges and universities, covering roughly 542,000 unique courses taught
between 1998 and 2018.! The second is the text of 20 million academic articles published in leading
journals across all major academic fields.” From these datasets, we construct frontier knowledge
proximity, a measure of how closely a course syllabus is connected to recent research in its field. We
use this measure to document three facts: frontier orientation varies substantially across courses;
instructors are an important source of this variation, and research-active instructors teach courses
closer to the knowledge frontier; and access to frontier-oriented coursework is systematically higher
at schools serving more advantaged students and with greater faculty capacity.

The measure is built in three steps. First, we represent each document—a syllabus or an aca-
demic article—as a term-frequency vector, using only terms from a dictionary of academic knowl-
edge concepts. Each element records how frequently a given term appears in the document. Second,

we reweight these vectors using a backward-looking inverse document frequency adjustment, fol-

!Previous studies have used syllabi to study higher education course content. For example, Angrist and Pischke
(2017) use undergraduate econometrics syllabi from 38 universities to study how econometrics instruction has evolved
over time.

*Prior work has used academic publication text to characterize the research frontier in specific settings; see, for exam-
ple, Iaria et al. (2018), who study the effects of scientific exchange on knowledge production, and Angrist et al. (2017),
who document trends in empirical economics. Our contribution is to do so at national scale, spanning all fields and
institutions.



lowing Kelly et al. (2021). This adjustment captures how informative each term was at the time the
course was taught, rather than in the pooled corpus. Terms that were common across documents at
a given point in time receive low weight; terms that were distinctive of a particular moment in the
literature receive high weight. Third, we compute the cosine similarity between each syllabus and
each vintage of academic articles.

We construct frontier knowledge proximity as the ratio of two quantities: a syllabus’s average
similarity to recent same-field publications and its average similarity to older same-field publica-
tions, multiplied by 100. Higher values therefore indicate that a syllabus is more similar to recent
research in its field than to older research in the same field. We define recent and older vintages
separately by field using the empirical distribution of citation lags. A useful example is a computer
science course taught in 2015. A syllabus that still focuses on Visual Basic—a programming lan-
guage released in 1991, whose terminology is concentrated in older research—has lower frontier
knowledge proximity than one that covers Julia, a language developed in 2009 whose vocabulary
is disproportionately common in recent articles. The same logic applies outside STEM: a sociol-
ogy course organized around classic Durkheimian concepts looks different from one engaging with
recent debates in computational social science, and the measure captures this difference.

The ratio construction has two practical advantages. Because both the numerator and denom-
inator are computed from the same syllabus, syllabus-specific features—length, formatting, writ-
ing style, or verbosity—affect both terms and are largely netted out. The backward-looking term
weights also prevent the measure from penalizing courses for teaching foundational material. Clas-
sic concepts appear across many documents at a given point in time and receive low weight; a
course covering Maxwell’s equations alongside recent developments in quantum information the-
ory is therefore not penalized for the former.

Comparisons of syllabus pairs matched on field, course level, year, and course topic provide
qualitative evidence that higher-proximity courses emphasize terms associated with newer knowl-
edge, whereas lower-proximity courses emphasize terms associated with older knowledge. Five
additional exercises provide complementary evidence on the measure’s validity. First, proximity
is negatively correlated with the average age of the references listed in a syllabus: courses that
assign older readings tend to be farther from the research frontier. Second, proximity rises with
course level: after accounting for field-by-year fixed effects, graduate courses are about one-half
of a within-field-year standard deviation closer to the frontier than lower undergraduate courses.

Third, in a simulation exercise, proximity rises monotonically as we replace older knowledge terms



with terms drawn from recent publications. Fourth, the measure is positively correlated with two
alternative indicators of frontier orientation: the share of syllabus terms that are frequent in recent
publications and, for STEM courses, an analogous measure based on patent text. Fifth, in our com-
panion paper (Biasi and Ma, 2026), we conduct an LLM-based validation exercise using the same
measure and a sample of recent Texas syllabi. For each of 50 pairs of comparable STEM lecture
courses, an LLM extracts the main subject-matter knowledge points from each syllabus and then
identifies which one covers more frontier-oriented concepts, methods, or tools. The syllabus identi-
tied by the LLM as more frontier-oriented is also the higher-proximity syllabus in 37 of the 50 pairs
(74%).

Using frontier knowledge proximity, we document three sets of facts. First, proximity varies
substantially across courses. The average syllabus has proximity of 108.7, with a standard devia-
tion of 6.5. The simulation exercise gives this magnitude a concrete interpretation: a one-standard-
deviation increase corresponds to replacing about 60% of the targeted older knowledge terms in a
syllabus, or roughly 240 knowledge words, with terms associated with recent same-field publica-
tions. A Shapley-Owen decomposition attributes about 34% of the variation in proximity to course
tixed effects—which capture persistent differences across courses—and about 24% to instructor ef-
fects. School effects explain only 2% to 4%, depending on the specification.

Second, instructors play a significant role in course updating, and their research activeness is a
key determinant of high course proximity. In an event study around instructor changes, the same
course moves closer to the research frontier when a new instructor takes over. The average post-
change increase from event years 0 through 3 is 0.084 standard deviations. Yet, not all instruc-
tor changes affect frontier content in the same way: proximity is higher when the same course is
taught by instructors with more recent publications, more citations, federal research grants, and
research more closely related to the course topic. Academic age and rank show related patterns.
Courses are more frontier-oriented when taught by younger publishing instructors and by assistant
professors. These findings are consistent with a complementarity between research activity and
frontier-oriented course content: faculty who are active at the research frontier appear to carry that
knowledge into the classroom.

Third, access to frontier knowledge is unequally distributed across schools and student popu-
lations. Comparing courses within the same field, course level, and year, we find that schools with
greater resources, stronger research orientation, and more faculty per student offer courses with

higher proximity. Schools enrolling larger shares of low-income students, Pell grant recipients,



Black students, and Hispanic students offer courses with systematically lower proximity. These re-
lationships are descriptive, since school resources, missions, faculty composition, and student pop-
ulations are bundled together. Yet they reveal a clear access gradient: the same higher-education
system that sorts students by family background and institutional resources also sorts them by ex-
posure to course content connected to recent research.

The school-level socioeconomic and resource gradients are broadly similar across the baseline
measure and the two narrower alternatives. The instructor-change result is strongest for the base-
line publication-based proximity; other instructor patterns are directionally similar in some specifi-
cations, though less consistently estimated.

These results carry important policy implications for both curriculum design and research in-
vestment. In the companion paper (Biasi and Ma, 2026), we show that exposure to frontier knowl-
edge improves degree completion, GPA, and academic progression, with especially broad effects
on students near fragile persistence margins. The national gradients documented here, therefore,
describe unequal access to a form of course content that can affect student outcomes. The instructor
results add a second implication. Research and teaching are often treated as competing uses of fac-
ulty time, but our evidence points to an important complementarity: research-active faculty teach
more frontier-oriented courses. Research capacity may therefore affect classroom content, not only
publications and graduate training.

The main contribution of this paper is to make the frontier orientation of college courses mea-
surable at a national scale and to describe how it is distributed across U.S. higher education insti-
tutions. Our measure can be applied across fields and institutions for which digitized syllabi and a
corresponding corpus of research publications are available. It allows us to jointly study three di-
mensions of higher education that are usually analyzed separately: course content, the instructors
who teach it, and the students who have access to it.

With this, we contribute to four strands of literature. First, we add to the literature characteriz-
ing heterogeneity in human capital production. Much of this work focuses on differences in returns
to educational attainment (Hanushek and Woessmann, 2012), college major (Altonji et al., 2012),
school selectivity (Hoxby, 1998; Dale and Krueger, 2014; Jia and Li, 2021; Jia et al., 2024), or the
skill content of college programs (Hemelt et al., 2023; Li et al., 2025; Jia et al., 2026). Recent work
has begun to measure course content directly using syllabi or course descriptions. Applications
trace changes in econometrics instruction (Angrist and Pischke, 2017), measure active and passive

assessment practices (Paulson, 2025), and document the incorporation of Al into teaching (Saltiel,



2026). Related work maps curricula to workplace skills (Borner et al., 2018; Chau et al., 2023; Java-
dian Sabet et al., 2024), relates coursework-based skills to earnings (Chau et al., 2023; Xu, 2026), and
examines how course supply and content respond to student demand (Light, 2024). A parallel com-
puter science literature has used syllabi as data for information retrieval and curriculum analysis.’
We take a different approach: we measure how close curriculum content is to recent research, one
of the central inputs in educational production.

Second, we contribute to the literature on instructor effects in higher education. Several stud-
ies find that instructors have large effects on student achievement and long-run outcomes (Hoff-
man and Oreopoulos, 2009; Carrell and West, 2010; Braga et al., 2016; Feld et al., 2020), but the
mechanisms remain poorly understood (De Vlieger et al., 2020). We study one specific channel:
instructors’ role in shaping the content of the courses they teach. Our evidence is consistent with
a complementarity between research activity and frontier-oriented course content: research-active
instructors teach courses that are closer to recent research, especially when their own research is
closely related to the course topic. This mechanism has implications for faculty assignment and for
how research capacity may be reflected in instructional content.

Third, we connect to the literature on inequality in education and innovation. Low-income stu-
dents are less likely to attend selective, research-intensive institutions, and inventors in the United
States are disproportionately drawn from a small set of selective schools that enroll relatively few
low-income or underrepresented minority students (Bell et al., 2019); similar sorting into elite in-
stitutions shapes mobility in other systems (Jia et al., 2025). We add a curriculum margin to this
evidence. Schools serving more advantaged students, and schools with greater faculty capacity, of-
fer courses with higher frontier knowledge proximity. This result extends the analysis of inequality
from admission to institutions to the content students are more likely to encounter once enrolled.

Fourth, we contribute to the literature on knowledge diffusion and the measurement of fron-
tier access. Much of this work studies how access to prior knowledge affects subsequent innovation
(Moser and Voena, 2012; Williams, 2013; Galasso and Schankerman, 2015; laria et al., 2018; Biasi and
Moser, 2021; Bai et al., 2025), or how educational institutions transmit frontier knowledge, partic-
ularly in STEM (Baumol, 2005; Toivanen and Vddnédnen, 2016; Bianchi and Giorcelli, 2020; Akcigit
et al., 2025). The measurement gap is central: we have little systematic evidence on where fron-

tier knowledge is present inside higher education, or on how its distribution maps onto instructors,

*Early work developed tools to identify, collect, classify, and search syllabi on the web (Thompson et al., 2003; Tun-
gare et al., 2007; Yu et al., 2007; Rathod and Cassel, 2013). Related work mapped computer science syllabi to curricular
knowledge areas (Sekiya et al., 2017) and compared syllabus content using latent semantic analysis and cosine similarity
(Orellana et al., 2018).



schools, and student populations. We fill this gap by locating frontier knowledge in observed course

content and documenting the channels through which access to that content is shaped.

2 Data

We assemble a national course-level dataset linking syllabus text to research publications, instructor
research records, faculty titles, and institutional characteristics. Appendix B describes the construc-

tion in detail. This section summarizes the main data sources and the analysis sample.

2.1 College and University Course Syllabi

The syllabus data come from the Open Syllabus Project, a non-profit archive of publicly available
syllabi collected from university and faculty webpages. The raw OSP data contain approximately
6.9 million syllabi from courses taught in many countries between 1990 and 2018.

We restrict attention to syllabi taught between 1998 and 2018 at four-year U.S. institutions with
at least 100 syllabi. We exclude University of Maryland University College, as well as 35,917 syllabi
(1.9%) with fewer than 20 words or more than 10,000 words.

Most syllabi have a common structure. They begin with basic course information—title, code,
instructor, academic term, and institution—followed by a course description, topics, readings, and
grading information. We use three elements of each syllabus: metadata that locate the course by
institution, field, level, and year; instructional text describing course content; and readings, which

provide an independent measure of content vintage.

Course metadata We use course codes and titles to classify syllabi into lower undergraduate, up-
per undergraduate, and graduate courses. We use the Open Syllabus field assignment as the de-
tailed subject classification and aggregate these fields into four focal macro-fields: STEM, Humani-
ties, Social Science, and Business. We group all syllabi that do not belong to any of these four focal

macro-fields into a residual category (“Other”).*

Instructional content To isolate the text most closely tied to what students are taught, we search
for section headings referring to course descriptions or content, requirements, objectives, outlines
or schedules, course materials or reading lists, and discussions or seminars. These portions con-
stitute the syllabus text used to measure proximity to the knowledge frontier. We instead exclude

sections devoted to instructor and contact information; assignments, projects, homework, exams,

‘The field taxonomy used by OSP contains 69 fields and draws extensively from the 2010 Classi-
fication of Instructional Programs of the Integrated Postsecondary Education Data System, available at
https:/ /nces.ed.gov/ipeds/cipcode/default.aspx?y=55. Appendix Table BIV lists all 69 fields and shows the correspon-
dence between fields and macro-fields.



and other evaluation or grading material; notes; and administrative policies, including attendance
and absences, academic integrity, disability accommodations, technology, weather, and copyright

(see Appendix Table BIII for additional details).

Readings and reference years We compile bibliographic information on required and recom-
mended readings by combining Open Syllabus reference records with in-text citations parsed from
the syllabus. A list of readings is available for 71% of all syllabi. While these readings are not the
basis of the main text-similarity measure, they provide a separate validation check: syllabi built

around older readings should, on average, be farther from the knowledge frontier.

Sample description Our final sample, described in panel (a) of Table 1, contains about 1.7 million
syllabi from 542,205 unique courses. STEM accounts for 33% of syllabi, Business for 10%, Human-
ities for 30%, Social Science for 24%, and Other for 3%. Lower-undergraduate syllabi account for
39% of the sample, upper-undergraduate syllabi for 27%, and graduate syllabi for 33%. The aver-
age syllabus contains 2,226 words. Our textual analysis focuses on “knowledge” words: words that
belong to a dictionary designed to capture a document’s academic content, as described in Section

3. The average syllabus contains 1,011 knowledge words and 420 unique knowledge words.

Table 1: Summary Statistics: Syllabi, Instructors, and Schools

All Lower Upper Graduate
undergrad undergrad
) ) ) 4)
Panel (a): Syllabi
# words 2,226 2,069 2,126 2,494
(1,987) (1,679) (1,896) (2,338)
# knowledge words 1,011 919 934 1,184
(1,112) (971) (1,034) (1,295)
# unique knowledge words 420 392 397 472
(327) (293) (308) (370)
STEM 0.33 0.37 0.30 0.30
Business 0.10 0.03 0.14 0.16
Humanities 0.30 0.40 0.30 0.18
Social Science 0.24 0.16 0.23 0.34
Other 0.03 0.04 0.03 0.02
Frontier knowledge proximity 108.7 107.4 108.7 110.1
(6.5) (6.4) (6.4) (6.5)
N syllabi 1,706,243 670,227 468,913 567,103
N unique courses 542,205 180,224 152,508 209,473
Panel (b): Instructors
Ever published 0.39 0.38 0.42 0.42
# Publications last 5 years 5.1 4.4 5.0 6.2
(14.0) (12.6) (12.8) (15.7)



Table 1 continued

All Lower Upper Graduate
undergrad undergrad
) () ) 4
# Citations last 5 years 148.7 121.1 130.4 180.0
(827.4) (777.4) (707.3) (894.5)
Ever received a grant 0.18 0.18 0.20 0.20
Academic age 14.2 13.7 14.2 14.6
(14.4) (13.9) (14.5) (14.1)
Avg. nr. syllabi per instructor 4.5 3.6 3.2 3.2
Share with faculty rank 0.07 0.07 0.06 0.07
Share non-ladder 0.53 0.56 0.50 0.48
Share assistant prof. 0.12 0.11 0.13 0.14
N instructors 332,055 161,585 128,716 155,198
Panel (c): School characteristics
Enrollment 12,137 12,137 12,137 13,131
(12,319) (12,319) (12,319) (12,344)
R1 0.17 0.17 0.17 0.19
LAC 0.15 0.15 0.15 0.08
HBCU 0.02 0.02 0.02 0.02
Graduate enrollment share 0.18 0.18 0.18 0.21
(0.15) (0.15) (0.15) (0.14)
Share income below 30K 0.28 0.28 0.28 0.27
(0.15) (0.15) (0.15) (0.14)
Share Pell recipients 0.31 0.31 0.31 0.32
(0.13) (0.13) (0.13) (0.13)
Share URM 0.23 0.23 0.23 0.23
(0.17) (0.17) (0.17) (0.17)
Faculty /student 0.09 0.09 0.09 0.08
(0.04) (0.04) (0.04) (0.04)
Share tenured faculty 0.37 0.37 0.37 0.36
(0.14) (0.14) (0.14) (0.13)
N schools 762 762 762 660

Note: Summary statistics for the analysis sample. Standard deviations are reported in parentheses for continuous vari-
ables. Macro-field shares are mutually exclusive and exhaustive; Other contains all syllabi not assigned to Business,
Humanities, STEM, or Social Science. Publications and citations are summarized among instructors who ever published.
Share with faculty rank is the share of instructors whose raw job-title string can be assigned to one of the four faculty-
rank groups. Rank composition shares are conditional on this classified subset and use each instructor’s latest observed
classification. School characteristics are measured using records from IPEDS for the year 2018; school columns include
unique schools with at least one syllabus in the relevant course level. Missing graduate enrollment is coded as zero for
the graduate-enrollment-share row; the graduate school column additionally requires positive graduate enrollment in
IPEDS.

2.2 Academic Publications

Academic publications provide the benchmark for the research frontier. Using Elsevier’s Scopus
database, we build a corpus of peer-reviewed articles in each field’s leading journals. We define
leading journals as those ranked among the top 10 by impact factor at least once since 1975, or since

the journal’s creation if it was founded later. The final corpus contains 20 million articles, for which



we retain titles, abstracts, keywords, authors, and author affiliations.

2.3 Patents as an Alternative Measure of Frontier Knowledge

We also use patent text from the U.S. Patent and Trademark Office as an alternative benchmark
for applied and technical knowledge. Patents are less informative in fields where research output
rarely takes patentable form. For this reason, the patent-based analyses focus on STEM courses and

serve as a robustness check on the publication-based measure.

2.4 Instructors: Research Productivity, Funding, and Job Titles

Because nearly all syllabi report instructor names, we can link syllabi to instructors’ research pro-

ductivity, public research funding, and job titles.

Research productivity We use data from Microsoft Academic Graph, a large bibliographic database,
to measure instructor publications and citations. We link publication records to syllabi using fuzzy
matching on instructor names and institutions. Instructors without a linked profile—about 60% of
our sample—are assigned zero publications and citations, consistent with manual validation ex-
ercises. We focus on publications and citations in the five years prior to the course year. Among
instructors who ever published, the average instructor in the sample published 5.1 articles and re-

ceived 148.7 citations in the prior five years (Table 1, panel (b)).

Funding We collect information on grants from two major U.S. federal research agencies: the
National Science Foundation (NSF) and the National Institutes of Health (NIH).> We link these data
to instructors using names and institutions. Eighteen percent of instructors in the sample are linked

to at least one grant (Table 1, panel (b)).

Job titles Insome U.S. states, information on public college and university employees is disclosed
online for transparency and accountability purposes. We therefore observe faculty job titles for
32,090 instructors (9.7% of the analysis sample) at 278 public institutions in 13 of these states. We
are able to assign 21,836 of these instructors to one of four faculty-rank categories: non-ladder
instructors, assistant professors, associate professors, and full professors. This classified subset
represents 6.6% of the 332,055 instructors in the analysis sample; among classified instructors, 53%

are non-ladder faculty and 12% are assistant professors (Table 1, panel (b)).

These data are published by each agency, at https://www.nsf.gov/awardsearch/download. jspand https:
//exporter.nih.gov/ExPORTER_Catalog.aspx. We accessed these data on May 25, 2021.
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2.5 Institutional Characteristics

We link syllabi to characteristics of their schools using the Integrated Postsecondary Education Data
System (IPEDS), maintained by the National Center for Education Statistics. IPEDS reports insti-
tutional characteristics, enrollment, expenditures, faculty composition, and student demographics.
We define the institutional-analysis sample as the 1,694,216 syllabi associated with the 762 institu-
tions observed in the 2018 IPEDS cross-section. Panel (c) of Table 1 summarizes these institutions
using their 2018 records. For the school-characteristic analyses, each syllabus is assigned the closest
non-missing observation for each IPEDS characteristic between 2010 and 2023; when two years are
equally close, we use the earlier year. The average school in the institutional-analysis sample enrolls
12,137 students. Among these schools, 17% are R1 institutions, 15% are liberal arts colleges, and 2%
are Historically Black Colleges and Universities (HBCUs). The average share of students receiving

Pell grants is 31%, and the average underrepresented-minority share is 23%.

2.6 Data Coverage and Sample Selection

Our syllabi cover only a fraction of all courses taught in U.S. colleges and universities. To character-
ize selection into the syllabi sample, we collected course catalogs for 161 of 212 institutions selected
from a list of 2,117 OSP institutions with IPEDS matches. We then compared catalog courses with
the subset of courses observed in the syllabi data. Appendix Figure Al shows the number of syl-
labi over time, and Appendix Figure AIl shows that the syllabi sample covers about 5% of catalog
courses.

Table 2 examines selection more directly. Each coefficient comes from a univariate regression
of the row characteristic on the catalog-coverage measure shown in the column. The first column
group uses the share of 2018 catalog courses observed in the syllabi sample. The second column
group uses the change in school-level catalog coverage from 2013 to 2018. The 2018 school-level
sample contains 86 schools matched to IPEDS; the change column contains 62 schools observed in
both 2013 and 2018.

The results show that coverage is higher at larger schools and varies with some measures of stu-
dent composition: schools with more Pell recipients and underrepresented minority students have
higher coverage, while schools with more high-income students and HBCUs have lower coverage.
At the same time, coverage is not systematically related to instructional spending, faculty resources,

R1 status, liberal-arts status, SAT scores, or graduate enrollment. At the course level, courses ob-

*IPEDS includes responses to surveys from all postsecondary institutions since 1993. Completing these surveys is
mandatory for all institutions that participate, or apply to participate, in any federal financial assistance programs.
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served in the syllabus sample are slightly more likely to be in STEM and less likely to be in the
Humanities or at the upper-undergraduate level. Changes in coverage between 2013 and 2018 are

largely unrelated to school or course characteristics.

Table 2: Data Coverage and Sample Selection

Coverage, 2018 Coverage change, 2013-2018
Coeff. SE Coeff. SE
1 2) 3) (4)
Panel (a): School characteristics

Log total exp./student 0.013 (0.374) 0.288 (0.539)
Log instr. exp./student -0.119 (0.292) 0.320 (0.507)
Log instr. salary exp./student 0.001 (0.278) 0.454 (0.516)
Log salary exp./student 0.042 (0.340) 0.472 (0.578)
Log endowment/student -1.714* (0.888) 0.529 (2.431)
Public institution 0.280 (0.466) -0.042 (0.556)
R1 institution 0.104 (0.333) -0.240 (0.331)
Liberal arts college -0.080 (0.050) -0.011 (0.049)
HBCU -0.124* (0.070) -0.008 (0.033)
Log enrollment 2.595%** (0.922) 1.591 (1.165)
Tenured faculty share 0.003 (0.153) 0.116 (0.154)
Faculty per student -0.035 (0.023) 0.002 (0.040)
Graduate enrollment share 0.035 (0.169) 0.158 (0.250)
SAT score (100 pts) -0.733 (0.741) -0.996 (0.721)
Part-time enrollment share 0.082 (0.113) -0.017 (0.183)
Low-income share 0.163 (0.161) 0.172 (0.164)
High-income share -0.157%* (0.075) -0.066 (0.136)
Black student share -0.064 (0.094) 0.010 (0.116)
Hispanic student share 0.598* (0.310) 0.554 (0.337)
URM student share 0.546** (0.239) 0.552** (0.251)
Pell recipient share 0.220* (0.112) 0.208 (0.134)
Federal-loan recipient share -0.134 (0.107) -0.034 (0.110)
Grant-aid recipient share -0.011 (0.116) 0.192 (0.126)
N observations 86 62

N schools 86 62

Panel (b): Course levels

Lower undergrad 0.054 (0.064) 0.235 (0.184)
Upper undergrad -0.099* (0.051) -0.316* (0.165)
Graduate 0.046 (0.087) 0.081 (0.298)
N observations 148,898 117,471

N schools 86 62

11



Table 2 continued

Coverage, 2018 Coverage change, 2013-2018
Coeff. SE Coeff. SE
1 ) 3) (4)
Panel (c): Macro fields

STEM 0.090** (0.042) 0.119 (0.128)
Business 0.056 (0.080) 0.032 (0.103)
Humanities -0.166*** (0.052) -0.055 (0.081)
Social Science 0.042 (0.059) -0.062 (0.056)
Other -0.023*** (0.008) -0.034 (0.037)
N observations 132,748 104,942
N schools 86 62

Note: Each coefficient is from a separate univariate OLS regression with the row characteristic as the dependent variable.
Panel (a) uses one observation per school in the 2018 catalog sample matched to 2018 IPEDS. Panels (b) and (c) use 2018
catalog-course observations from the same IPEDS-matched school universe; Panel (c) additionally requires a nonmissing
macro-field classification. In Panel (c), Other contains all courses not assigned to Business, Humanities, STEM, or Social
Science. The first coefficient column uses the school-level share of 2018 catalog courses observed in the syllabi sample
in Panel (a), and an indicator that a catalog course is observed in the syllabi sample in Panels (b) and (c). The second
coefficient column uses the 20132018 change in school-level catalog coverage. Standard errors are clustered by school.

ko kok

, ™", and *** indicate significance at the 10%, 5%, and 1% levels.

3 Measuring Frontier Knowledge Proximity

We now describe frontier knowledge proximity, the measure used throughout the paper to quantify
how closely course content is connected to recent research. The measure follows the one developed
in our companion paper (Biasi and Ma, 2026), and we implement it here on the national Open Syl-
labus Project corpus. We first describe the text-vector representation of syllabi and academic articles,
then define proximity using field-specific publication vintages, and finally validate the measure and

decompose its variation.
3.1 Measuring Textual Similarity Between Syllabi and Academic Publications

3.1.1 Constructing Term-Frequency Vectors

For each document d—either a syllabus or an article—we count knowledge terms in the text and
normalize those counts by document length. This produces a term-frequency vector TF;, whose

wth element is
Cdw

TFdw = =
> kew Cdk

where cg,, is the count of term w in document d and the denominator sums all knowledge-term

counts in the document. We build these vectors using only terms in a dictionary of academic
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knowledge concepts. In the baseline measure, the dictionary contains the unique keywords from

the academic publication corpus.

3.1.2 Adjusting for Term Relevance

Raw term frequencies capture what a document emphasizes, but they do not distinguish informa-
tive terms from generic academic vocabulary. A term may appear frequently because it is central
to a course, or because it is common across many documents in a field. For example, terms such
as “Algorithms” or “Cells”—common in Computer Science and Biology syllabi, respectively—are
usually less diagnostic of content than terms such as “Reinforcement Learning” or “Single-Cell
RNA Sequencing.”
We therefore implement a term-frequency-inverse-document-frequency (TFIDF) adjustment (Kelly

et al.,, 2021). The adjustment assigns each term a weight inversely proportional to its prevalence
across documents, thereby downweighting terms that are very common and therefore less diagnos-

tic of content.

Baseline term weights Formally, we construct an inverse-document frequency vector IDF (of

length |IV|) with elements defined as

D )
IDF, =1n ,
b <Zn€D 1(cpw > 0)

where D is the set of syllabi and articles. The denominator counts the number of documents that

contain term w. IDF,, is therefore larger for terms that appear in fewer documents. We then trans-
form TF, into a term-frequency-inverse-document-frequency vector TFIDF 4, with elements equal
to

TFIDF,;, = TFy, x IDF,, . (1)

Accounting for changes in term relevance over time A term’s diagnostic value changes over
time. A phrase that sharply identified new research when it first appeared may become standard
vocabulary a decade later. A standard TFIDF approach that pools data over many years would
not capture this temporal variation. For example, terms associated with deep learning were more
distinctive before they became widespread across computer science and applied fields; using the
full corpus to weight early syllabi would understate how unusual these terms were at the time.
Because we evaluate each syllabus relative to the knowledge environment at the time of instruc-

tion, we use a backward-looking version of inverse document frequency. Let D; denote documents
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published before year ¢. The backward-looking weight for term w is

| Dy >
BIDF,, =1In .
fw (Z%Dt 1(Cnew > 0)

This weighting assigns each term a temporally appropriate weight. For document d, published or

taught in year ¢(d), the weighted vector is
TFBIDF g, = TF g, X BIDF,(g),, - )

3.1.3 Computing Textual Similarities Between Syllabi and Articles

We use weighted term vectors to compare syllabi and articles. Let V4 denote the time-weighted
term vector for document d. To compare a syllabus and an article, we compute the cosine similarity

between their weighted vectors:
Vd Vd/
Vall IV’

)

Pd,d = |

where || V4| is the Euclidean norm of V4. Values near one indicate that two documents place similar

weight on the same terms; values near zero indicate little overlap in their knowledge vocabulary.

3.2 Calculating Frontier Knowledge Proximity

We index research vintages by their lag from the syllabus year. For a syllabus d taught in year ¢(d),
vintage 7 consists of articles in the same field published in a three-year window centered on t(d) —,
or 7 years before the syllabus was taught.” Let Q,(d) denote the set of articles in this vintage. We

define the syllabus’s average similarity to vintage 7 as

ZnGQT(d) Pdn

%= ", ()

We define frontier knowledge proximity as the ratio of similarity to recent research to similarity

to older research, multiplied by 100 to ease interpretation:

S !
Proximity, = 100 x <Sd7> ) <7 (4)
d

Thus, higher values of frontier knowledge proximity indicate that a syllabus is closer to recent

research in its field than to older research.

’Our main analysis uses three-year windows; our results are robust to the use of one-year or five-year windows.
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We choose 7’ and 7 separately by field to reflect differences in the speed of knowledge produc-
tion. For recent knowledge, we use the 5th percentile of the field-specific citation-lag distribution
(equal to 2 years on average), while for older knowledge we use the 90th percentile (equal to 16
years on average and ranging between 12 and 36 years). Appendix Figure AIIl shows the field-
specific lags.

Two properties of our measure make it well suited for our analysis. First, the ratio form reduces
sensitivity to syllabus-specific attributes such as style, format, or length. For example, two courses
covering the same materials could have different similarities to research publications if one syllabus
is more detailed or uses more academic terms. Because these stylistic differences would affect both
the numerator and the denominator, the ratio would largely net out these features.

Second, our measure does not strongly penalize syllabi for covering “classic” topics in the lit-
erature, as long as these are widespread across courses. This follows from the TFBIDF weighting,
which reduces the influence of terms—such as those associated with classic topics—that appear
frequently across documents. For example, the term “Central Limit Theorem” refers to an older
but still standard concept taught in statistics and econometrics courses. It therefore receives a low

weight, and syllabi are not penalized heavily for covering it.

3.3 Validating the Measure and Interpreting Its Magnitude

We first provide a transparent qualitative check of the measure using matched course pairs. We then
validate frontier knowledge proximity using five complementary exercises. The first asks whether
the measure agrees with an independent assessment of substantive course content. The remaining
four use information available in the national OSP sample: simulated content updates, reference-list

vintage, course level, and alternative measures of frontier-oriented knowledge.

Matched course pairs. As a qualitative face-validity check, Appendix Table Al compares ten pairs
of syllabi matched on field, year, course level, and course topic. Within each pair, the syllabus
with higher frontier knowledge proximity emphasizes terms associated with recent developments,
whereas its lower-proximity counterpart emphasizes terms associated with older material. For ex-
ample, the higher-proximity Money and Banking syllabus covers the subprime crisis, systemic fi-
nancial crises, and unconventional monetary policy, while the lower-proximity syllabus emphasizes
the AD-AS model, monetary control, and monetary rules. These within-topic contrasts support the
interpretation that proximity captures substantive differences in the vintage of course content rather

than broad differences across fields, years, course levels, or topics.
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Al-based content validation. In our companion paper (Biasi and Ma, 2026), we conduct an Al-
based validation exercise on recent Texas syllabi. For 50 pairs of comparable STEM lecture courses,
an LLM extracts the main subject-matter knowledge points from each syllabus and then identifies
the syllabus that covers more frontier-oriented concepts, methods, or tools. The LLM ranking agrees
with frontier knowledge proximity in 37 of the 50 pairs, or 74% of cases. We view this exercise as
useful evidence about the measure’s content interpretation, because it is based on the substance of
course topics rather than on reading-list dates, syllabus length, or our term-weighting formula. We
do not replicate this exercise in the OSP sample: the OSP syllabi end in 2018, and an Al assess-
ment conducted today is not well suited for reconstructing where each field’s frontier stood five,
ten, or twenty years earlier. We therefore use the Texas exercise to validate the measure’s content

interpretation, and rely on the following OSP-based checks for the national sample.

Simulation exercise. We next test whether the measure responds to controlled changes in the
vintage of syllabus content. Starting from observed syllabi, we progressively replace terms associ-
ated with older publications with terms associated with recent publications in the same field and
year, then recompute frontier knowledge proximity. Proximity rises monotonically as old terms
are replaced with new ones (Figure 1). The exercise also gives the scale of the measure a concrete
interpretation. Replacing all 400 targeted older knowledge terms raises proximity by more than
one standard deviation. A one-standard-deviation increase in the analysis sample is reached after
replacing about 60% of those terms, or roughly 240 knowledge words. Movements of this size there-
fore correspond to a substantial change in the frontier-oriented content of a syllabus, not merely to
small changes in wording. This exercise shows that the measure is sensitive to incremental changes

in course content rather than only to coarse differences across fields or course levels.

Reference age. We also compare proximity with the age of assigned readings. Among syllabi for
which we can parse publication years from the reference list, courses with older references have
lower frontier knowledge proximity (Figure 2, panel (a)). The correlation is negative, as expected,
but modest in magnitude: -0.046 across 1.2 million syllabi. We view this modest relationship as in-
formative. Many syllabi cite textbooks, omit reading years, or list only a small number of assigned
materials. Reading lists therefore provide a useful but incomplete benchmark. The text-based mea-
sure is available for all syllabi and is designed to capture course content even when the bibliography

is sparse.

Differences by course level. Proximity also varies in the expected direction across course levels.

After absorbing field-by-year effects, average proximity is 107.4 in lower undergraduate courses,
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Figure 1: Change in Frontier Knowledge Proximity as Old Knowledge Is Replaced With New
Knowledge
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Note: Median change in frontier knowledge proximity when terms associated with older research are progressively re-
placed by terms associated with recent research. Changes are measured relative to the no-replacement benchmark.

107.9 in upper undergraduate courses, and 108.7 in graduate courses (Figure 2, panel (b)). The
gradient is not mechanical because course level is not used to construct the measure. The upper-
undergraduate difference is about 20% of the within-field-year standard deviation; the graduate-
undergraduate difference is about 0.5 standard deviations. Using the simulation curve as a guide,
these 0.52- and 1.31-point differences correspond to replacing approximately 54 and 92 targeted
older knowledge terms, respectively, with newer terms, or 14 to 23% of the knowledge content
of the median syllabus. Although modest, these differences have a natural content interpretation:

more advanced courses appear to expose students to more frontier-oriented material.®

Alternative frontier measures. Finally, we compare the main measure with two simpler alterna-
tives. The first is the share of syllabus terms that are frequent in the recent publication corpus. The
second uses patent text, rather than academic publications, to construct an analogous measure of
proximity to applied and technical knowledge. Both alternatives are positively related to the main

measure. The correlation is 0.146 for the new-corpus word-share measure and 0.200 for patent prox-

8 Appendix Figures ATV and AV show the corresponding unadjusted patterns by year and detailed field: graduate
courses generally have higher proximity over time, although the course-level gradient varies across fields.
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imity among STEM syllabi (Figure 2, panels (c) and (d)). Although each of these measures captures
a narrower notion of frontier content, their positive association supports the interpretation that
frontier knowledge proximity is capturing a broader orientation toward recent knowledge, rather

than an artifact of a particular normalization.

Figure 2: Validating Frontier Knowledge Proximity
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Notes: Panel (a) bins syllabi by frontier knowledge proximity and plots mean reference age within each bin; the fitted
line is estimated at the syllabus level. Panel (b) reports course-level adjusted means. The lower-undergraduate bar is
the sample mean for lower-undergraduate courses; the upper-undergraduate and graduate bars add coefficients from
regressions with course-level indicators and field-by-year fixed effects. Standard errors are clustered by course. Panels
(c) and (d) plot the new-corpus word-share measure and the STEM patent-proximity measure by bins of the main frontier
knowledge proximity measure. Higher values indicate content closer to the research or patent frontier.
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3.4 Variation in Frontier Knowledge Proximity

The average syllabus has frontier knowledge proximity of 108.7, with a standard deviation of 6.5.
We next ask what drives this variation. Some variation may arise across fields, because the research
frontier may move at different speeds across disciplines. Other variation may reflect institutional
or pedagogical differences: schools differ in resources and student demand, courses have persistent
content, and instructors differ in how much frontier knowledge they bring into the classroom.

To allocate the variation in frontier knowledge proximity across these factors, we use a Shapley—
Owen decomposition (Israeli, 2007; Huettner and Sunder, 2012). This descriptive exercise asks how
much of the cross-syllabus variation can be accounted for by fixed effects for each factor. For any
set of factors S, let R?(S) denote the adjusted R? from a regression of frontier knowledge proximity
on fixed effects for the factors in S. If V' is the full set of factors in a given specification and K = |V/|,

the Shapley-Owen contribution of factor j is

SCV\{j} '

This expression averages the marginal gain in adjusted R? from adding factor j over all possible
sets of factors that could already be in the model. The averaging is important because the order-
ing of fixed effects is otherwise arbitrary: instructor effects, for example, may explain a different
amount depending on whether course or field effects have already been included. Using adjusted
R? also penalizes specifications with many fixed-effect categories, so high-dimensional factors re-
ceive credit only to the extent that they improve fit beyond the degrees of freedom they consume.
The results of this decomposition, shown in Table 3, indicate that variation is concentrated
at the course and instructor levels. In specifications that include both factors, course effects ac-
count for about 34% of the total variation in proximity and instructor effects account for about 24%.
This means that frontier-oriented content is not primarily determined at the school level: much of
the variation appears within institutions, across courses, and across the instructors teaching them.
School effects are much smaller, between 2% and 4% across specifications. These findings motivate
the two empirical sections that follow. We first examine instructors as a channel through which
frontier knowledge enters course content, and then examine whether school characteristics shape

students’ access to that content.
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Table 3: Decomposing the Variation in Frontier Knowledge Proximity

Shapley-Owen contribution to adjusted R? (¢;)

Factor (j) (1) 2) ®3) 4) (@) (6)
School - 0.042 0.019 0.025 0.019 0.026
Field 0.080 0.133 0.049 0.073 - -
Year 0.136 0.156 0.124 0.131 - -
Instructor 0.360 - 0.241 0.340 0.239 0.335
Course - - 0.344 - 0.341 -
Course level - - - 0.009 - 0.009
Field-by-year - - - - 0.198 0.231
All 0.576 0.331 0.777 0.578 0.797 0.601

Note: Entries report Shapley-Owen contributions to the adjusted R? for each factor j, ¢;, from fixed-effect regressions
of frontier knowledge proximity. The row labeled All shows the adjusted R? from the specification containing all fac-
tors listed in that column. Column (1) includes year, field, and instructor effects; column (2) includes year, field, and
school effects; column (3) includes year, field, school, course, and instructor effects; column (4) replaces course effects
with course-level effects; columns (5) and (6) replace separate year and field effects with field-by-year effects. Adjusted
R? is used to make specifications with different numbers of fixed-effect categories more comparable.

4 Course Instructors and Frontier Knowledge Proximity

We begin with the instructor channel. Instructors choose readings, organize lectures, decide how
much recent material to introduce, and in many cases produce the research frontier themselves.
Consistent with this role, the variance decomposition in Table 3 shows that instructor effects ac-
count for a substantial share of the variation in frontier knowledge proximity. Is this variation asso-
ciated with instructor identity itself, or simply with features of the courses or institutions to which
instructors are assigned? To answer this question, we first ask whether course content changes
when a course is handed from one instructor to another. We then ask whether instructors who are
closer to the research frontier—because they publish more, are cited more, receive research fund-
ing, or work on topics close to the course—teach courses that are closer to the knowledge frontier.
Finally, we examine academic age and faculty rank to ask whether frontier-oriented course content

varies over the academic career cycle and across appointment types.

4.1 Event Study: Frontier Knowledge Proximity When a Course’s Instructor Changes

Instructor changes provide a direct way to study the role of instructors while holding fixed the
persistent identity of a course. We focus on the first instructor change observed for a course and

estimate how frontier knowledge proximity evolves around that change. We define a course as a
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specific offering within an institution, such as introductory economics at a given university.” To
keep the event clean, we restrict the sample to courses with at most one instructor in each year and
one instructor change over the sample. We report the dependent variable in standard-deviation
units. Accordingly, let Proximity*'! denote raw frontier knowledge proximity centered at its mean
in the relevant estimation sample and divided by the residual standard deviation after absorbing
the fixed effects used in the corresponding specification. The normalization is therefore specific to

each analysis. The estimating equation is

Proximity®id = > Spl(t —Te=k)+ e+ 7 + et (5)
ke{—4,...3]\{-1}

where c denotes a course, ¢ denotes a year, T is the first instructor-change year, 7, are course fixed
effects, and 7; are year fixed effects. The course fixed effects compare the same course before and
after the instructor change; the year fixed effects absorb changes in the research frontier and in
course content that are common across all courses in a given year. For this specification, the residual
standard deviation used in the normalization is calculated after absorbing course and year fixed
effects. We normalize the year before the change, £ = —1, to zero and estimate the event study
using the interaction-weighted estimator of Sun and Abraham (2021), with never-switching courses
serving as the comparison group, and cluster standard errors at the course level.

Estimates of d;, for k& < 0 are close to zero, showing little evidence of differential pre-trends
(Figure 3). Proximity then rises immediately by 0.063 standard deviations after the new instructor
enters and remains higher throughout the post-change window. The average post-change increase
from event years 0 through 3 is 0.084 standard deviations. Using the simulation scale from Section 3,
this magnitude is comparable to roughly 20 targeted new knowledge words in the median syllabus.
The increase is largest for courses in Social Science and STEM (0.118 and 0.075, respectively; Table 4,
columns 5 and 4) and for graduate courses, where the post-change estimate is 0.109 standard devi-
ations (Table 4, column 8; the estimate is 0.046 for lower undergraduate courses and 0.083 for upper
undergraduate courses). Appendix Table AIl summarizes the average post-change coefficient for
the baseline specification, two alternative measures, a specification with course-level-by-field-by-
year fixed effects, and a cleaner event sample that excludes courses with titles suggestive of special

topics, independent study, or seminars, courses whose standardized title changes around the event,

°In the event study, a course is an institution-by-course identifier, using the within-school course identifier described
in Appendix B. This identifier is designed to follow the same course within a school even when course codes change. In
the cleaner event sample, we additionally exclude courses with titles suggestive of special topics, independent study, or
seminars, and courses whose standardized cross-school title changes around the event (Appendix Table AII).
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Figure 3: Event Study: Frontier Knowledge Proximity Around an Instructor Change

Frontier knowledge proximity (sd)

4 3 2 -1 0 1 2 3
Time since instructor change

Notes: Estimates and confidence intervals of event-study parameters ¢, in equation (5). The dependent variable is frontier
knowledge proximity, standardized by the residual standard deviation after absorbing course and year fixed effects. The
event window runs from four years before to three years after the first observed instructor change. Standard errors are
clustered at the course level.

and courses with large observation gaps around the instructor change.

Table 4: Frontier Knowledge Proximity Around an Instructor Change

All Bus. Hum. STEM Soc. Sci. Lower Upper Grad
) (2) (3) (4) (5) (6) @) (8)

Avg. post-change (0 to 3) 0.084** 0.113  0.080 0.075* 0.118* 0.046 0.083* 0.109***
(0.025) (0.071) (0.054) (0.043) (0.048) (0.049) (0.046) (0.039)

N 242,321 23,412 68,252 83,789 59,581 79,329 73,010 89,982
N courses 86,556 8,080 24,967 29,675 21,429 29,444 24,579 32,533
Course FE Yes Yes Yes Yes Yes Yes Yes Yes
Year FE Yes Yes Yes Yes Yes Yes Yes Yes

Note: Estimates use course-by-year observations. The dependent variable is frontier knowledge proximity, standardized

by the residual standard deviation after absorbing course and year fixed effects. The table reports the average post-
change event-study coefficient for event years 0 through 3. Standard errors in parentheses are clustered at the course
level. *, **, and *** indicate p < 0.1, p < 0.05, and p < 0.01.

The timing is consistent with instructor identity playing a role in course updating. Around
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instructor turnover, the same course moves closer to the research frontier after accounting for per-
manent differences across courses and year shocks common to all courses. This timing is difficult to
reconcile with a model in which course content updates gradually: in that case, proximity should
begin rising before the instructor change. Instead, the increase occurs when the new instructor takes
over, consistent with an interpretation in which many courses are updated discontinuously when
instructional responsibility changes hands.!” We next ask whether these post-change increases are

larger when entering instructors have stronger ties to the research frontier.

4.2 Frontier Knowledge Proximity and Instructors” Research

Having shown that course content changes discontinuously around instructor turnover, we next
ask which instructor characteristics predict those shifts and, more broadly, within-course variation
in proximity. We focus on research activity: publications, citations, federal grants, and the match
between an instructor’s research and the course taught. The sign of this relationship is ambiguous
ex ante. Research and teaching compete for time, so the opportunity cost of updating a course may
be higher for research-active faculty than for faculty whose primary or sole responsibility is teach-
ing. But research-active instructors are also more familiar with the knowledge frontier and may
face lower costs of incorporating recent material. The first force predicts lower proximity among

research-active instructors; the second predicts higher proximity. We test which force dominates.

Research productivity and influence We measure instructors’ research productivity and influence
using the number of publications produced and citations received in the five years before the course
year. We use two complementary exercises. First, we split the event-study sample by the entering
instructor’s recent publication and citation records: instructors with no linked activity, those below
the field median among positive values, and those above the field median. We then re-estimate
the event-study design in equation (5) separately for each group. These estimates, shown in panels
(a) and (c) of Figure 4, indicate that courses taught by instructors with stronger research profiles
tend to have higher frontier knowledge proximity: post-change increases are concentrated among
events in which the entering instructor is above the field median in recent publications and citations.
Appendix Table AIIl additionally shows that post-change increases are larger when the entering
instructor has more recent publications or citations than the exiting instructor.

Second, we estimate course fixed-effect regressions of proximity on within-field quantiles of the

distribution of each research measure. These regressions compare the same course across instructors

!0Related evidence from course catalogs points to the same pattern: existing courses change little on average, while
newly created courses absorb more current and job-relevant topics (Light, 2024).

23



with different characteristics, while absorbing field-by-year effects. We estimate:

Proximityi‘;d = Z ﬁm]l{%(c,t)t =m}+:+ ¢f(c)t + et (6)
meM,

where gy,1); is a category of instructor characteristic ¢ for instructor k, teaching course c in year ¢.
For publications and citations, these categories separate instructors with no linked publication pro-
file, linked instructors with zero recent activity, and instructors in quartiles of the positive within-
tield distribution. The course fixed effects imply that the estimates compare the same course when it
is taught by instructors with different characteristics. The field-by-year effects absorb field-specific
changes in proximity over time. For this specification, the residual standard deviation used in

Proximi’cyStcl

is calculated after absorbing course and field-by-year fixed effects. Standard errors are
clustered at the course level.

Estimates of the parameters (3, in equation (6) confirm the findings from the event studies. Rel-
ative to linked instructors with zero recent publications, instructors in the top within-field quartile
of recent publications teach the same course with proximity 0.081 standard deviations higher (Fig-
ure 4, panel (b)). Similarly, instructors with citations in the top quartile teach courses with proximity
0.048 standard deviations higher than linked instructors with zero citations (panel (d)). Separating
instructors with no linked profile from linked instructors with zero recent activity therefore leaves
the main pattern intact: the largest estimates are at the top of the publication and citation distribu-

tions. This pattern is consistent with complementarity between research and teaching: instructors

more engaged in producing research are more likely to teach syllabi connected to recent work in

their field.

Research funding We also examine whether instructors with federal research funding teach courses
with higher frontier knowledge proximity. We split instructor-change events by the entering in-
structor’s grant record; we also estimate equation (6) using quartiles of the within-field distribution
of federal grants.

We find that the post-change increase in proximity is largest for entering instructors above the
field median in federal grants (Figure 5, panel (a)). The change is also larger when the entering
instructor has more federal grants than the exiting instructor (Appendix Table AIII). The quartile
estimates confirm that instructors whose grant counts are in the top quartile teach courses with

proximity 0.038 standard deviations higher than instructors in the zero-grant category (Figure 5,

panel (b)).
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Figure 4: Research Productivity and Frontier Knowledge Proximity

(a) Instructor changes, by entrant’s publications (b) By publication profile and quartile of counts
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(c) Instructor changes, by entrant’s citations (d) By citation profile and quartile of counts
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Notes: Panels (a) and (c) plot event-study parameters J; in equation (5), where pre-period coefficients (k < 0) are con-
strained to be common across groups, and post-change coefficients vary by entering-instructor category. In panel (a), the
zero group contains entrants with no recent publications; in panel (c), it contains entrants with zero citations or no linked
publication profile. The remaining groups are below and above the field median among positive values. Panels (b) and
(d) plot estimates from equation (6), separating instructors with no linked publication profile, linked instructors with
zero recent publications or citations, and quartiles of the positive within-field distribution. The zero group is omitted.
Standard errors in all panels are clustered at the course level.
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Figure 5: Federal Research Funding and Frontier Knowledge Proximity

(a) Instructor changes, by entrant’s grants (b) By quartile of grant counts
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Notes: Panel (a) plots event-study parameters ;. in equation (5), where pre-period coefficients (k < 0) are constrained to
be common across groups, and post-change coefficients vary by entering-instructor category: zero grants, below-field-
median positive grant counts, and above-field-median positive grant counts. Panel (b) plots estimates from equation (6),
using a zero-grant omitted category and within-field quartiles of positive grant counts. Standard errors in all panels are
clustered at the course level.

Fit with the course Research activity should matter most when it is closely related to the course
being taught. A research-active labor economist, for example, should be better equipped to up-
date a labor economics course than a course in industrial organization. We test this hypothesis
using a measure of research-course fit that compares the text of the instructor’s publications in
the previous five years with the text of frontier-oriented courses on the same topic. We define the
frontier-oriented comparison course as the most frontier-oriented course on the same topic across
schools.

Figure 6 supports this hypothesis. Post-change increases in proximity are larger when the en-
tering instructor has above-median research-course fit (panel (a)). They are also larger when the
entering instructor has a higher fit than the exiting instructor (Appendix Table AIII). In the course
tixed-effect estimates, instructors in the highest fit quartile teach courses with proximity 0.068 stan-
dard deviations higher than linked instructors with no positive fit measure (panel (b)). The upper

fit quartiles are all positive, while the first positive quartile is close to zero.

4.3 Academic Age and Faculty Rank

We close the instructor analysis by examining how frontier knowledge proximity varies over in-

structors’ careers. We use two measures of career stage: academic age and faculty rank. Academic
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Figure 6: Research-Course Fit and Frontier Knowledge Proximity

(a) Instructor changes, by entrant’s fit (b) By research-course fit profile and quartile
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Instructor research-course fit
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New instructor research-course fit

~—@— missing (no publications) ~ ==® =+ below median = A= above median

Notes: Panel (a) plots event-study parameters d, in equation (5), where pre-period coefficients (k < 0) are constrained
to be common across groups, and post-change coefficients vary by entering-instructor category (missing research-course
fit, below-field-median research-course fit, and above-field-median research-course fit). Panel (b) plots estimates from
equation (6), separating instructors with no linked publication profile, linked instructors with no positive fit measure,
and quartiles of the positive within-field distribution. Standard errors in all panels are clustered at the course level.

age, defined as the number of years since an instructor’s first observed publication, captures career
vintage in the publication data. Rank captures appointment type and position in the faculty hier-
archy for the subset of instructors with rank information. These measures complement the direct
measures of recent research activity above by describing where instructors stand in their careers

and institutions.

Academic age We first return to the instructor-change design and split events by the academic
age of the entering instructor. Panel (a) of Figure 7 shows that post-change increases are largest
when the entering instructor is academically younger. For entrants with academic age below the
field median among publishing instructors, proximity rises by 0.100 standard deviations on average
during event years 0 through 3. The corresponding increase is 0.063 standard deviations for older
publishing entrants and 0.053 standard deviations for entrants with no linked publications.

The within-course estimates point in the same direction. Panel (b) of Figure 7 groups publishing
instructors into within-field quartiles of academic age, with instructors who have no linked publi-
cations shown separately. Instructors in the youngest academic-age quartile teach the same course
with proximity 0.019 standard deviations higher than instructors with no linked publications. In-
structors in the oldest quartile teach with proximity 0.053 standard deviations lower. These findings

are in line with the productivity results shown above: proximity is highest when courses are taught
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Figure 7: Instructor Academic Age and Frontier Knowledge Proximity

(a) Instructor changes, by entrant’s academic age (b) By quartile of academic age
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Time since instructor change

New instructor academic age

—a— no publications === younger =4~ - older

Notes: Panel (a) plots event-study parameters d, in equation (5), where pre-period coefficients (k < 0) are constrained
to be common across groups, and post-change coefficients vary by entering-instructor category (missing academic age,
below-field-median academic age, and above-field-median academic age). Panel (b) plots estimates from equation (6),
using within-field quartiles of academic age and standardized proximity. Standard errors in all panels are clustered at
the course level.

by instructors whose publication careers began more recently, and lower when they are taught by
instructors whose first observed publication lies farthest in the past. Appendix Figure AVIII reports
the corresponding academic-age estimates for the new-corpus word-share measure and the STEM

patent-proximity measure.

Faculty rank Faculty rank provides an institutional measure of career stage. Ladder faculty gen-
erally face stronger research incentives than non-ladder instructors, while non-ladder instructors
often specialize in teaching. In recent years, universities have increasingly relied on non-ladder
instructors to meet enrollment growth (Goolsbee and Syverson, 2023). Ex ante, either group could
teach more frontier-oriented courses: ladder faculty may be closer to research production, while
teaching-focused faculty may have more time and stronger incentives to maintain course materials.

To explore differences in frontier knowledge proximity across faculty ranks, we group instruc-
tors for whom we have rank information into non-ladder instructors, assistant professors, associate
professors, and full professors. In Figure 8, the bar for non-ladder instructors is the mean in the
estimation sample; the bars for ladder ranks add the estimated rank coefficients to that mean, after
controlling for course and field-by-year fixed effects.

These estimates show that assistant professors have the highest adjusted proximity, about 0.33

units above non-ladder instructors teaching the same course (significant at 10%). Associate and full
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Figure 8: Faculty Rank and Frontier Knowledge Proximity
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Notes: Adjusted frontier knowledge proximity by instructor rank. Non-ladder instructors are the omitted category and
are shown at their mean in the estimation sample. Ladder-rank bars add estimated rank coefficients to that mean. Re-
gressions control for course fixed effects and field-by-year fixed effects. Standard errors are clustered at the course level.

professors are instead close to the non-ladder mean in the full sample.!! Appendix Figures AVI
and AVII report the same analysis separately by course level and macro field. The assistant-
professor premium is concentrated in undergraduate courses and is clearest in Humanities and
STEM. In STEM, all ladder ranks lie above non-ladder instructors, while Social Science shows little
evidence of a positive rank gradient. Appendix Figure AIX repeats the full-sample rank analysis
using the two alternative measures and shows a similar assistant-professor advantage for the new-
corpus word-share measure and a larger, less precise estimate for STEM patent proximity.

Taken together, the instructor analyses identify a channel through which frontier knowledge
enters the classroom. Courses differ depending on who teaches them, even after holding fixed the
course itself. When an instructor changes, the same course moves closer to the frontier. Proximity is
also higher when instructors are more active in research, receive research grants, or work on topics

closer to the course. Results by academic age and rank are consistent with the same interpretation:

"Recent evidence on Al adoption in syllabi points to a closely related career-stage pattern: assistant professors and
recently publishing faculty are especially likely to integrate Al into classroom content, although cumulative publication
and citation counts do not predict Al integration in the same way they predict frontier knowledge proximity here (Saltiel,
2026).
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frontier-oriented content is highest among younger publishing instructors and assistant professors.
These results suggest that research capacity may affect classroom content, and that faculty assign-

ment is one margin through which universities connect new knowledge to educational content.

5 Access to Frontier Knowledge Across Schools

So far, we have studied variation in frontier knowledge proximity across courses and instructors.
We now turn to schools. Schools differ in resources, research orientation, faculty staffing, and
the students they serve. These differences may shape what students are taught. For example,
if research-active faculty teach courses that are closer to the frontier, schools with greater faculty
research capacity may offer more frontier-oriented courses. Because students from different socioe-
conomic backgrounds sort across schools with very different resources and missions (Chetty et al.,
2020), access to frontier knowledge may also vary systematically across student populations.

We study these differences by relating course-level proximity to school characteristics. We focus
on four groups of attributes: expenditures; institutional characteristics, such as sector, research-
university status, liberal-arts-college status, historically Black college or university (HBCU) status,
and enrollment; faculty inputs, including the share of tenured faculty and faculty per student; and
student-body characteristics, including graduate enrollment, SAT scores, family income, race and

ethnicity, Pell receipt, federal-loan receipt, and grant-aid receipt. We estimate

Proximity$™ = BX ;) ) + Yriyecine) + i 7)
where i denotes a syllabus, s(i) denotes the school offering the course, and X, ;) is a school
characteristic assigned using the timing rule defined in Section 2.5. Continuous characteristics are
standardized to have mean zero and unit standard deviation in the estimation sample; the R1, pub-
lic, liberal-arts-college, and HBCU indicators enter in their original 0/1 form. The fixed effects
Y y(i)e(i)e(iy compare courses within the same field, course level, and year. For this specification, the

residual standard deviation used in ProximityStd

is calculated after absorbing field-by-course-level-
by-year fixed effects. Standard errors are clustered at the school level. The coefficient 3 therefore
captures how much frontier knowledge proximity differs, in standard-deviation units, for a one-
standard-deviation increase in a continuous characteristic or a 0-to-1 change in a binary indicator,
comparing courses in the same field, level, and year. These estimates are descriptive: many school

attributes move together, and we use them to describe where frontier-oriented coursework is con-

centrated rather than to isolate causal effects of individual school inputs.
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5.1 Institutional Resources and Faculty Inputs

Institutional resources Figure 9 first shows a positive relationship between proximity and school
resources. A one-SD increase in total expenditure per student is associated with proximity that
is 0.047 standard deviations higher; the corresponding estimates are 0.047, 0.049, 0.051, and 0.040
standard deviations for instructional spending, instructional salary spending, salary spending, and
endowment per student, respectively. These relationships are all statistically distinguishable from
zero. The estimates are small in standard-deviation units, but they are consistently positive. Schools
with greater resources offer courses that are somewhat closer to recent research, even after compar-
ing courses within the same field, level, and year.

Institutional type shows a related pattern. Within field-by-course-level-by-year cells, R1 insti-
tutions have proximity approximately 0.073 standard deviations higher than non-R1 institutions,
while public institutions have proximity approximately 0.048 standard deviations lower than pri-
vate institutions. The estimated differences for liberal arts colleges and HBCUs are smaller and
statistically indistinguishable from zero, and the estimate for enrollment is positive but less precise.
The pattern is consistent with the idea that research capacity matters for course content, and also

with a broader resource gradient across institutions.'?

Faculty inputs The faculty measures point in the same direction as the instructor-level results.
Schools with more faculty per student offer courses with higher proximity: a one-SD increase in
faculty intensity is associated with proximity that is 0.031 standard deviations higher. By contrast,
the share of tenured faculty is positive but smaller and not statistically significant. The stronger
relationship for faculty capacity may reflect schools” ability to staff courses with more specialized

instructors, support smaller classes, or offer a broader curriculum.

12 A similar resource gradient appears in recent evidence on classroom Al integration: adoption is higher at institutions
with stronger research environments, larger graduate sectors, and higher faculty salaries (Saltiel, 2026).
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Figure 9: Frontier Knowledge Proximity and School Characteristics
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Notes: OLS point estimates and 95% confidence intervals of 8 in equation (7). Each estimate comes from a separate
regression of standardized frontier knowledge proximity on one school characteristic, controlling for field-by-course
level-by-year fixed effects. Continuous school characteristics are standardized to mean zero and unit standard deviation
in the corresponding estimation sample; the R1, public, liberal-arts-college, and HBCU indicators enter in their original
0/1 form. Standard errors are clustered at the school level. Sample: institutional-analysis sample defined in Section 2.5;
characteristic-specific observation and school counts are reported in Appendix Table AIV.
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5.2 Student Body Characteristics

We next examine whether frontier knowledge proximity differs across schools and whether there is
inequality in access to frontier knowledge across students from different backgrounds. If frontier-
oriented coursework is one way universities transmit new ideas to students, then sorting across
schools by family income, race, ethnicity, and aid receipt may also sort students by exposure to
that content. Figure 9 shows a clear gradient by student advantage. Schools enrolling students with
higher SAT scores have higher proximity: a one-SD increase in SAT is associated with proximity that
is 0.043 standard deviations higher. Family income points in the same direction. A one-SD increase
in the share of high-income students (defined as those with family income in the top quartile, or
greater than $110,000) is associated with proximity that is 0.035 standard deviations higher, while
a one-SD increase in the share of students from families with income in the bottom quartile (below
$30,000) is associated with proximity that is 0.029 standard deviations lower.

Other measures of student disadvantage show similar patterns. A one-SD increase in Pell re-
cipient share is associated with proximity that is 0.032 standard deviations lower. The estimates
for Black and Hispanic student shares are also negative, at -0.024 and -0.017 standard deviations,
respectively. Federal-loan receipt and grant-aid receipt are negative as well, though smaller and
less precise. Taken together, these estimates show that courses are closer to the research frontier at
schools serving more socioeconomically advantaged student bodies, and farther from it at schools
serving larger shares of low-income, Pell-recipient, Black, and Hispanic students. They therefore
point to course content as another margin on which unequal access to higher education may oper-
ate.

Figure 10 describes the same gradients nonparametrically. Panel (a) groups schools by the share
of students from families with income below $30,000. The adjusted predicted level of standard-
ized proximity is 0.054 in the lowest quintile of low-income share and -0.055 in the highest quintile.
Panel (c) shows a similar pattern by Pell receipt: the adjusted predicted level falls from 0.038 in
the lowest Pell-share quintile to -0.048 in the highest quintile, a difference of 0.086 standard devia-
tions. These two panels highlight a clear access gradient: students from lower-income backgrounds
are disproportionately enrolled in schools whose courses are, on average, less connected to recent
research.

Panel (b) groups schools by the share of underrepresented minority students. The pattern is less
monotone than for family income or Pell receipt: proximity is highest in the middle quintiles and

lowest in the highest URM-share quintile. Still, the top quintile has lower adjusted proximity than
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the bottom quintile and is well below the middle of the distribution. Panel (d) shows the opposite
gradient for faculty intensity. The adjusted predicted level of standardized proximity rises from
-0.032 in the lowest faculty-per-student quintile to 0.070 in the highest quintile, a difference of 0.102
standard deviations. The contrast indicates that schools with the greatest faculty capacity offer
courses that are closer to the research frontier, while schools enrolling larger shares of low-income

and Pell-recipient students tend to offer courses farther from it.

Figure 10: Frontier Knowledge Proximity by Student Body and Faculty Intensity
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Notes: Adjusted frontier knowledge proximity by quintiles of school characteristics, measured in standard-deviation
units. Each panel plots predictive margins and 95% confidence intervals from a separate unweighted syllabus-level OLS
regression of standardized frontier knowledge proximity on indicators for quintiles of the listed school characteristic and
field-by-course level-by-year fixed effects. Confidence intervals use standard errors clustered at the school level. Sample:
institutional-analysis sample defined in Section 2.5.

Appendix Table AIV shows that these gradients are not driven by schools with unusually many
observed syllabi. Relative to the baseline estimates in column (1), the estimates are similar when

we collapse the data to school-by-field-by-course-level-by-year cells (column (2)), weight syllabi
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inversely by the number of observed syllabi in the same school-year (column (3)), or weight each
school-year in proportion to IPEDS enrollment, allocating enrollment across observed syllabi (col-
umn (4)). They also remain in the same direction in the catalog-coverage subsample after controlling
for the share of catalog courses observed in the syllabi data (column (5)).

Appendix Figures AX and AXI repeat the school-characteristic analysis using the alternative
frontier measures. The same broad pattern appears for the new-corpus word-share measure: prox-
imity is higher at schools with more advantaged student bodies and lower at schools with larger
low-income and Pell-recipient shares. The patent-based measure, restricted to STEM courses, is
noisier for some variables, but it also shows higher proximity at schools with larger high-income
shares and lower proximity at schools with larger low-income shares.

Taken together, these results document a school-level access gradient in frontier knowledge.
Frontier-oriented content is more common at schools with greater resources, stronger research ori-
entation, more faculty per student, higher SAT scores, and more affluent student bodies. It is less
common at schools enrolling larger shares of low-income students, Pell recipients, and Black and
Hispanic students. Since no single coefficient can isolate one school attribute from the broader bun-
dle of resources, missions, and students that define an institution, these relationships should be
interpreted as descriptive. Yet, the patterns we document paint a coherent story: the same national
higher-education system that sorts students by family background and institutional resources also
sorts them by exposure to course content connected to recent research. Inequality in higher edu-
cation therefore extends beyond enrollment, completion, and institutional selectivity to the knowl-

edge students encounter once they are in the classroom.

6 Discussion and Conclusion

Where in the higher-education system is frontier knowledge present, and through which institu-
tional channels does it enter course content? We answer these questions using 1.7 million syllabi
from U.S. colleges and universities and 20 million academic articles. With these data, we construct
frontier knowledge proximity, a measure of how closely a syllabus is connected to recent research
in its field relative to older research.

We document substantial variation in the frontier orientation of course content, even within
tield, course level, and year. Much of this variation is explained by courses and instructors rather
than by schools or fields alone. The instructor results point to one mechanism through which re-

search enters the classroom. Frontier knowledge proximity rises when a course changes instructors,
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and it is higher when the entering instructor is more active in research, receives research funding,
works on topics close to the course, or is at an earlier stage of the academic career.

These findings shift the analysis of higher education towards course content as a measurable
and policy-relevant component of human capital production. Much of the economics of higher
education studies where students enroll (Hoxby and Turner, 2013; Dale and Krueger, 2014; Chetty
et al., 2020), which majors they choose (Arcidiacono, 2004; Altonji et al., 2012; Kirkeboen et al., 2016),
and which degrees they complete (Bound et al., 2010; Mountjoy and Hickman, 2020). While those
margins are central, they do not exhaust what colleges do. Colleges also decide what knowledge
students encounter, how current that knowledge is, and which students gain access to it. Measuring
that content makes it possible to study universities not only as providers of credentials, but also as
institutions that allocate access to new ideas. Our results are also consistent with a complementarity
between research and teaching. Besides producing new knowledge, faculty research activity may
also shape the content through which that knowledge is transmitted to students.

School-level differences additionally show that access to frontier content is unequally distributed
across institutions. Courses are closer to the frontier at schools with greater resources, stronger re-
search orientation, and more faculty per student, and farther from the frontier at schools enrolling
larger shares of low-income students, Pell recipients, and Black and Hispanic students. These gra-
dients reveal that the same system that sorts students by family background and institutional re-
sources also sorts them by exposure to course content connected to recent research.

This access gradient has important consequences for students. In our companion paper (Biasi
and Ma, 2026), we use syllabi linked to student records for seven Texas public universities and
quasi-random variation in exposure to frontier knowledge to show that courses closer to the fron-
tier improve degree completion, GPA, graduate-school attendance, and earnings. The benefits are
broad for completion and academic progression, especially on fragile margins, while graduate-
school and earnings gains are larger for students with stronger preparation and family resources.
Taken together, the two papers have a nuanced equity implication. Expanding exposure to frontier
knowledge may improve academic momentum for many students. But the ability to convert that
exposure into graduate education and higher earnings remains complementary with the resources
and preparation students bring to college.

This distinction matters for policy. Our results do not imply that every course should be made
more frontier-oriented, or that foundational material should be displaced. Foundational knowl-

edge remains essential, and many courses are valuable precisely because they teach durable con-
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cepts. Rather, they suggest that when courses can be updated to connect core material to current
ideas, methods, evidence, and applications, such updates may be an input into student success.
This points to curriculum design, faculty assignment, and instructional support as margins worth
studying and, where appropriate, considering in institutional practice, especially in introductory
and required courses where exposure reaches many students and where students are still on fragile
persistence margins.

The findings also speak to how one might think about the classroom implications of research
capacity. A common view treats research and teaching as competing claims on faculty time. Our
evidence suggests a more nuanced tradeoff. Research-active faculty teach more frontier-oriented
courses, and the companion paper shows that frontier exposure can benefit students. This does
not mean that research activity always improves teaching, nor that teaching-focused faculty cannot
deliver frontier content. It does suggest that one implication of research capacity may operate inside
the classroom, through the course content students receive. Faculty deployment, incentives for
course updating, and support for translating research into teaching may therefore be important
margins of university policy.

Several limitations of our paper open multiple avenues for future research. Our analysis is silent
on the causal effect of school resources, faculty staffing, or student composition on course content.
Our measure, based on the textual proximity of syllabi to recent research, does not capture every
dimension of instructional quality. A course may be close to the frontier but poorly taught, or less
frontier-oriented but pedagogically excellent. Finally, our evidence does not identify the socially
optimal degree of frontier exposure for every field and course level. Future work can study which
forms of curriculum updating are most productive, whether coordinated program-level reforms
have larger effects than instructor-led updates, and how frontier exposure affects outcomes not
observed here, including innovation, entrepreneurship, occupational choice, and civic or scientific

engagement.

References

Acemoglu, D. and D. Autor (2011). Skills, tasks and technologies: Implications for employment and
earnings. In Handbook of Labor Economics, Volume 4, pp. 1043-1171. Elsevier.

Akcigit, U., ]. G. Pearce, and M. Prato (2025). Tapping into talent: Coupling education and innova-
tion policies for economic growth. Review of Economic Studies 92(2), 696-736.

Altonji, J. G., E. Blom, and C. Meghir (2012, sep). Heterogeneity in human capital investments:
High school curriculum, college major, and careers. Annual Review of Economics 4(1), 185-223.

37



Angrist, J., P. Azoulay, G. Ellison, R. Hill, and S. F. Lu (2017). Economic research evolves: Fields and
styles. American Economic Review 107(5), 293-97.

Angrist, J. D. and ].-S. Pischke (2017). Undergraduate econometrics instruction: through our classes,
darkly. Journal of Economic Perspectives 31(2), 125-44.

Arcidiacono, P. (2004, jul). Ability sorting and the returns to college major. Journal of Economet-
rics 121(1-2), 343-375.

Bai, Y., R. Jia, and J. Yang (2025). Knowledge suppression and resilience under censorship: Three-
century book publications in china. Working paper.

Baumol, W. J. (2005). Education for innovation: Entrepreneurial breakthroughs versus corporate
incremental improvements. Innovation Policy and the Economy 5, 33-56.

Bell, A., R. Chetty, X. Jaravel, N. Petkova, and ]. Van Reenen (2019). Who becomes an inventor in
america? the importance of exposure to innovation. Quarterly Journal of Economics 134(2), 647-713.

Bianchi, N. and M. Giorcelli (2020). Scientific education and innovation: from technical diplomas to
university STEM degrees. Journal of the European Economic Association 18(5), 2608-2646.

Biasi, B. and S. Ma (2026, jun). Frontier knowledge in college and student success. NBER Working
Paper 35269, National Bureau of Economic Research.

Biasi, B. and P. Moser (2021). Effects of copyrights on science: Evidence from the WWII book
republication program. American Economic Journal: Microeconomics 13(4), 218-60.

Borner, K., O. Scrivner, M. Gallant, S. Ma, X. Liu, K. Chewning, L. Wu, and J. A. Evans (2018). Skill
discrepancies between research, education, and jobs reveal the critical need to supply soft skills
for the data economy. Proceedings of the National Academy of Sciences 115(50), 12630-12637.

Bound, J., M. E. Lovenheim, and S. Turner (2010). Why have college completion rates declined?
an analysis of changing student preparation and collegiate resources. American Economic Journal:
Applied Economics 2(3), 129-157.

Braga, M., M. Paccagnella, and M. Pellizzari (2016). The impact of college teaching on students’
academic and labor market outcomes. Journal of Labor Economics 34(3), 781-822.

Carrell, S. E. and J. E. West (2010). Does professor quality matter? evidence from random assign-
ment of students to professors. Journal of Political Economy 118(3), 409-432.

Chau, H., S. H. Bana, B. Bouvier, and M. R. Frank (2023). Connecting higher education to workplace
activities and earnings. PLOS ONE 18(3), e0282323.

Chetty, R., ]J. N. Friedman, E. Saez, N. Turner, and D. Yagan (2020). Income segregation and inter-
generational mobility across colleges in the United States. Quarterly Journal of Economics 135(3),
1567-1633.

38



Dale, S. B. and A. B. Krueger (2014). Estimating the effects of college characteristics over the career
using administrative earnings data. Journal of Human Resources 49(2), 323-358.

De Vlieger, P., B. Jacob, and K. Stange (2020). Measuring instructor effectiveness in higher education.
Productivity in Higher Education, 209.

Deming, D. J. and K. L. Noray (2020). Earnings dynamics, changing job skills, and STEM careers.
Quarterly Journal of Economics 135(4), 1965-2005.

Feld, J., N. Salamanca, and U. Zolitz (2020). Are professors worth it? the value-added and costs of
tutorial instructors. Journal of Human Resources 55(3), 836-863.

Galasso, A. and M. Schankerman (2015). Patents and cumulative innovation: Causal evidence from
the courts. The Quarterly Journal of Economics 130(1), 317-369.

Goldin, C. D. and L. F. Katz (2010). The Race Between Education and Technology. Harvard University
Press.

Goolsbee, A. and C. Syverson (2023). Monopsony power in higher education: A tale of two tracks.
Journal of Labor Economics 41(S1), 5257-5290.

Hanushek, E. A. and L. Woessmann (2012). Do better schools lead to more growth? Cognitive skills,
economic outcomes, and causation. Journal of Economic Growth 17(4), 267-321.

Hemelt, S. W., B. Hershbein, S. M. Martin, and K. M. Stange (2023). College majors and skills:
Evidence from the universe of online job ads. Labour Economics 85, 102429.

Hoffman, F. and P. Oreopoulos (2009). Professor qualities and student performance. Review of
Economics and Statistics 91(1), 83-92.

Hoxby, C. M. (1998). The return to attending a more selective college: 1960 to the present. Unpub-
lished manuscript, Department of Economics, Harvard University, Cambridge, MA.

Hoxby, C. M. and S. Turner (2013). Expanding college opportunities for high-achieving, low income
students. Stanford Institute for Economic Policy Research Discussion Paper 12(014), 7.

Huettner, F. and M. Sunder (2012). REGO: Stata module for decomposing goodness of fit according
to Owen and Shapley values. In United Kingdom Stata Users” Group Meetings 2012. Stata Users
Group.

Iaria, A., C. Schwarz, and F. Waldinger (2018). Frontier knowledge and scientific production: evi-
dence from the collapse of international science. The Quarterly Journal of Economics 133(2), 927-991.

Israeli, O. (2007). A Shapley-based decomposition of the R-square of a linear regression. The Journal
of Economic Inequality 5(2), 199-212.

Javadian Sabet, A., S. H. Bana, R. Yu, and M. R. Frank (2024). Course-skill atlas: A national longitu-
dinal dataset of skills taught in U.S. higher education curricula. Scientific Data 11(1), 1086.

39



Jia, R. and H. Li (2021). Just above the exam cutoff score: Elite college admission and wages in
china. Journal of Public Economics 196, 104371.

Jia, R., H. Li, and C. Cousineau (2025). The Highest Exam: How the Gaokao Shapes China. Belknap
Press of Harvard University Press.

Jia, R, H. Li, and L. Meng (2024). Elite college education and social mobility in china. Economic
Development and Cultural Change.

Jia, R, H. Li, Y. Qin, Q. Wang, and J. Wu (2026). English’s significance: Exam performance by subject
and future income in china. Journal of Development Economics.

Jones, B. F. (2009). The burden of knowledge and the death of the Renaissance man: Is innovation
getting harder? Review of Economic Studies 76(1), 283-317.

Kalyani, A., N. Bloom, M. Carvalho, T. A. Hassan, J. Lerner, and A. Tahoun (2021, jul). The diffusion
of new technologies. NBER Working Paper 28999, National Bureau of Economic Research.

Kelly, B., D. Papanikolaou, A. Seru, and M. Taddy (2021). Measuring technological innovation over
the long run. American Economic Review: Insights 3(3), 303-320.

Kirkeboen, L.]J., E. Leuven, and M. Mogstad (2016, May). Field of study, earnings, and self-selection.
Quarterly Journal of Economics 131(3), 1057-1111.

Li, X., S. Linde, and H. Shimao (2025). Major-occupation specificity and college skill production.
Journal of Human Resources, 1219-10631R3.

Light, ]. (2024). Student demand and the supply of college courses. Available at SSRN 4856488.

Ma, X. and E. Hovy (2016). End-to-end sequence labeling via bi-directional LSTM-CNNs-CRF. In
Proceedings of the 54th Annual Meeting of the Association for Computational Linguistics (Volume 1: Long
Papers), Berlin, Germany, pp. 1064-1074. Association for Computational Linguistics.

Moser, P. and A. Voena (2012). Compulsory licensing: Evidence from the Trading with the Enemy
Act. American Economic Review 102(1), 396—427.

Mountjoy, J. and B. Hickman (2020). The returns to college (s): Estimating value-added and match
effects in higher education. University of Chicago, Becker Friedman Institute for Economics Working
Paper (2020-08).

Orellana, G., M. Orellana, V. Saquicela, F. Baculima, and N. Piedra (2018). A text mining method-
ology to discover syllabi similarities among higher education institutions. In 2018 International
Conference on Information Systems and Computer Science (INCISCOS), Quito, Ecuador, pp. 261-268.
IEEE.

Paulson, A. (2025). Active learning and institutional stratification: A text as data approach to quan-
tifying differences in postsecondary curriculum. Working paper, Annenberg Institute at Brown
University.

40



Rathod, N. and L. N. Cassel (2013). Building a search engine for computer science course syllabi. In
Proceedings of the 13th ACM/IEEE-CS Joint Conference on Digital Libraries, New York, NY, pp. 77-86.
Association for Computing Machinery.

Saltiel, F. (2026, April). Openness to Al in higher education. Working paper.

Sanh, V., L. Debut, J. Chaumond, and T. Wolf (2019). Distilbert, a distilled version of bert: smaller,
faster, cheaper and lighter. arXiv preprint arXiv:1910.01108.

Sekiya, T., Y. Matsuda, and K. Yamaguchi (2017). A web-based curriculum engineering tool for
investigating syllabi in topic space of standard computer science curricula. In 2017 IEEE Frontiers
in Education Conference (FIE), Indianapolis, IN, pp. 1-9. IEEE.

Sun, L. and S. Abraham (2021). Estimating dynamic treatment effects in event studies with hetero-
geneous treatment effects. Journal of Econometrics 225(2), 175-199.

Thompson, C. A, J. Smarr, H. Nguyen, and C. D. Manning (2003). Finding educational resources
on the Web: Exploiting automatic extraction of metadata. In F. Ciravegna and N. Kushmerick
(Eds.), Proceedings of the ECML/PKDD Workshop on Adaptive Text Extraction and Mining, Cavtat-
Dubrovnik, Croatia.

Toivanen, O. and L. Vddnanen (2016). Education and invention. Review of Economics and Statis-
tics 98(2), 382-396.

Tungare, M., X. Yu, W. Cameron, G. Teng, M. A. Pérez-Quifiones, L. N. Cassel, W. Fan, and E. A.
Fox (2007). Towards a syllabus repository for computer science courses. In Proceedings of the 38th
SIGCSE Technical Symposium on Computer Science Education, New York, NY, pp. 55-59. Association
for Computing Machinery.

Valero, A. and J. Van Reenen (2019). The economic impact of universities: Evidence from across the
globe. Economics of Education Review 68, 53—67.

Williams, H. L. (2013). Intellectual property rights and innovation: Evidence from the human
genome. Journal of Political Economy 121(1), 1-27.

Xu, Y. (2026, May). Does coursework matter? uncovering the role of skills in the returns to college.
EdWorkingPaper 26-1484, Annenberg Institute at Brown University.

Yu, X., M. Tungare, W. Fan, M. A. Pérez-Quifiones, E. A. Fox, W. Cameron, G. Teng, and L. N. Cassel
(2007). Automatic syllabus classification. In Proceedings of the 7th ACM/IEEE-CS Joint Conference
on Digital Libraries, New York, NY, pp. 440—441. Association for Computing Machinery.

41



	Introduction
	Data
	Measuring Frontier Knowledge Proximity
	Course Instructors and Frontier Knowledge Proximity
	Access to Frontier Knowledge Across Schools
	Discussion and Conclusion
	Additional Tables and Figures
	Dataset Construction
	Calculating Frontier Knowledge Proximity: Additional Details

